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10
Francho Melendez*

3D Reconstruction from Images

1. Introduction

This chapter is an introduction to the problem of 3D reconstruction. We dis-
cuss some of the problems and existing techniques for inexpensive creation 
of 3D models using photographs, with focus on large outdoor scenes. We 
introduce the specific challenges that this presents, and review current ap-
proaches to solve them. We also overview our 3D reconstruction system and 
present two improvements to our multi-view stereo pipeline, allowing the 
combination of several partial reconstructions and using uncertainty on the 
reconstructed data to filter noisy points. Finally, we show some results pro-
duced using our semi-automatic pipeline.

2. Background

Representation of a scene in computer graphics consists of three main com-
ponents: geometry, visual appearance, and illumination. To create render-
ings of existing objects under changing lighting as well as view point, it is 
necessary to digitise their geometry and visual appearance. Normally, in 
the context of reconstruction, geometry refers only to surface geometry of 
opaque objects, and visual appearance is limited to surface reflectance prop-
erties. Non-opaque objects, such as glass, are common in modern architec-
ture, however these are normally modelled manually.

* Audiovisual Technology Center, Wrocław, Poland, franchomelendez@gmail.com.
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Our focus in this chapter is on techniques to recover digital models of 
large structures, such as buildings, under outdoor conditions using photo-
graphic data. Large scenes and the use of photographs as input data lead to 
a series of specific difficulties for recovering both geometry and reflectance 
properties. Detailed large-scale objects require a large number of images to 
be modelled appropriately, so resolution and hardware requirements quickly 
become an issue. On the other hand, recovering reflectance properties from 
photographs requires knowledge or control over the lighting, which is chal-
lenging under natural lighting conditions. In fact, natural illumination con-
ditions are considered uncontrollable, and to date, measuring them requires 
special equipment.

The rest of the chapter introduces the problems and solutions for acquir-
ing relightable models of existing outdoor scenes. We present an overview of 
current approaches for digitising geometry and appearance which motivates 
an approach we developed for easy surface detail and reflectance recovery 
based on texture transfer methods.

3. Digitising Geometry

Geometry in computer graphics refers to a 3D representation of object sur-
faces. The usual representation is a mesh which contains a set of points in 
3D space (vertices) and combinations of them defining planar faces (facets). 
We make a distinction between two kinds of geometry depending on the 
level of detail. In the example of a building, we define gross-scale geometry as 
the global 3D structure, such as walls and roofs, meanwhile the fine detail, 
like bricks, cracks, and other texture patterns, is denoted meso-scale geometry 
or meso-structure. Meso-structure assumes an underlying planar surface and 
can be captured using different techniques to those used to recover gross-
scale geometry. Modelling this kind of geometry is important to reproduce 
self-shadowing effects in textured surfaces, which provide visual realism and 
a more accurate appearance.

3.1. Gross-scale Geometry

There exist two main methods for reconstructing geometric models of exist-
ing objects: Range-based modelling and Image-based modelling. Range-based 
modelling uses active sensors (typically laser scanners) that can provide 
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highly accurate depth measurements in the form of 3D point-clouds which 
can be meshed to a final 3D model. The technology is mature and it is consid-
ered the most reliable way to acquire geometric models. However, scanners 
need careful calibration, require expert knowledge, and their high cost inhib-
its their widespread adoption, especially for individual users.

Image-based modelling (IBM), on the other hand, offers the possibility of 
low cost solutions and has attracted researchers and industry interest in the 
last two decades. IBM is the process of creating three-dimensional models 
from a collection of images or video.

Computer vision algorithms, with different grades of user interaction, 
estimate camera positions, match features between images and extract 3D 
structure from the multiple views. Impressive results can be produced with 
interactive systems[4–5,11,25] where the user can model scenes using the 
images and some automatically recovered 3D information as guides. Advanc-
es in the theory of multi-view geometry gave way to several automatic image-
based modelling systems from uncalibrated photographs including those 
of [8,18]. By using similar techniques, recent work took advantage of large 
photo collections from the Internet to reconstruct buildings [13,21–22] and 
even cities [1,10]. These are very flexible, low cost, and some of them, totally 
automatic. They provide good models of the high-level 3D structure. How-
ever, when trying to capture more detailed geometry, dense matched point 
clouds are noisy in comparison to laser-scanned data, and produce artefacts 
at the meso-structure level. Therefore, these techniques are efficient to pro-
duce low-resolution geometric models, but do not provide enough detail to 
compute self-shadowing effects.

Following, we overview a state-of-the-art system for automatic scene re-
construction from wide-baseline photographs, Helios [15]. We also present 
solutions to two limitations that arise when reconstructing models of com-
plete buildings with this system: registration of partial models and filtering 
of unreliable 3D points.

3.2. Gross-scale Geometry from Wide-baseline Images

Helios automatically detects features [16] in the input images (figure 1), and 
matches these across the sequence using robust methods to estimate cam-
era parameters [17] and the 3D position of the matched points. By using 
the reconstructed feature points as seeds, it propagates the matching to the 
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neighbouring pixels using Oriented Normalised Cross Correlation [15]. After a 
bundle adjustment stage, where 3D point positions and camera parameters 
are optimised iteratively, the system provides a quasi-dense 3D reconstruc-
tion from a collection of still images in the form of a 3D point cloud, camera 
positions and orientations for every view, and correspondences between the 
reconstructed 3D points and the 2D pixels in the view where they are visible. 
Since the raw output (a 3D point cloud) from the reconstruction process is 
somewhat noisy and not uniform, we obtain a gross-scale model by estimat-
ing a normal vector per point, and then applying Poisson surface reconstruc-

a)
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tion [14] to obtain a triangulated implicit surface enforcing continuity and 
smoothness.

The incremental nature of the reconstruction algorithm can, in principle, 
handle an arbitrary number of input images. In practice, this is limited by 
available memory. We designed a method to merge partial reconstructions 
as suggested in [15].

Fig. 1. Sequence of multi-view photographs used for reconstruction and resulting 
point cloud.

b)
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3.2.1. PARTIAL MODEL ALIGNMENT

Aligning and merging partial reconstructions is a common problem for 
scanned data [2, 9, 19]. We simplify the problem by introducing a common 
image in consecutive reconstructions. Then, we find the common recon-
structed points by comparing the reprojected points in 2D from both se-
quences in the same image. Having the correspondences, we need to find 
the rigid transformation between both models. This transformation is a 4x4 
matrix that define the translation, rotation, and scaling. We used the robust 

Fig. 2. Point-clouds combined into a single point cloud. Each colour represents 
a different sequence. We incrementally align new sequences. The last sequence 
presents some misalignment (highlighted by a red square) with the first sequence 
due to distortion of the input data. Note that first and last sequences are not aligned 
directly but by the intermediate point-clouds.
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RANSAC (Random Sample Consensus) method [7] to get a good initial es-
timation and reject outliers. Then we use non linear least-squares minimisa-
tion to find the transformation that best fits the data. This method deals 
appropriately with outliers and noisy data. Our alignment algorithm is se-
quential and can accumulate error, however the misalignment error is small. 
Figure 2 shows the progressive alignment of several partial sequences of the 
Eagles and Jaguars model. The red square in the bottom-right image, shows 
that the first and last sequences have some misalignment offset. This mis-
alignment however, is due mainly to distortion in the reconstructed point 
cloud and not to the combination process.

3.2.2. Filtering Noisy Points

Filtering noisy point data is a common problem for laser scanned data [20, 
23], but not that well studied in image based techniques. We propose a 
simple threshold-based filtering method, that uses the uncertainty com-
puted from the Structure from Motion process. Estimated depth for points 
matched across several views, that differ little in their baseline, cannot 
be accurately constrained, and the uncertainty about the position of this 
point will be large. The uncertainty model is defined [15] and provides a 
measurement of the confidence about every point in every direction in 3D. 
It is modelled as an ellipsoid, representing the uncertainty in every direc-
tion. We take the largest uncertain value per point, which coincides with 
the largest Eigen value of its covariance matrix and apply a threshold-based 
filter to discard unreliable points. Figure 3 shows the results of applying 
our filtering technique.

The appropriate threshold is dependent on the quality of the recon-
structed point cloud. We need to find a trade-off between the number 
of points remaining and their quality. Applying a threshold value of 0.5 
(see Figure 3) removes the highly distorted points keeping a well sampled 
model in all areas. A value of 0.1 leaves holes in the model that would lead 
to artefacts in the final mesh. Sometimes, by keeping uncertain points in 
areas where the point cloud is very sparse, we obtain a better final mesh.
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3.2.3. Meshed Models

After cleaning and merging the partial models from the image-based model-
ling system, we use Poisson surface reconstruction presented by Kazhdan 
et al. [14] to create an implicit surface from the point cloud. Figure 4 (top) 
shows the mesh obtained with this system. The algorithm tries to create a 
closed surface which sometimes produces extra geometry as in the Figure. 
This excess geometry is then cleaned and smoothed by using open source 

Fig. 3. Example of the cleaning effect 
on a reconstructed point cloud. (Left 
to Right) Point cloud input viewpoint, 
Noisy points in circles, Threshold 
0.5, Threshold 0.1, Histogram of the 
uncertainty.
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Fig. 4. (Top to bottom) Vertexes of the implicit surface after meshing. 
Reconstructed mesh resulting from the meshing algorithm. Mesh after 
cleaning and smoothing.
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software Meshlab*. The final result, in Figure 4 (bottom), constitutes our 
gross scale geometry.

We observe that the gross scale geometry contains the global structure 
of the building (in this case a Mayan platform), but lacks surface detail or 
meso-scale geometry.

3.3. Meso-scale Geometry from Images

We define meso-scale geometry, meso-structure or textural geometry as the 
local variation of the relief in globally planar surfaces. Many models used in 
graphics applications do not explicitly model this type of detailed geometry 
and instead use simple colour texture maps to give the appearance of detail 
on the surfaces. Texture maps can produce very realistic results, but they do 
not hold when changing view point or changing lighting conditions. Effects 
like self-shadowing and correct appearance in oblique views, are important 
to convey realism in computer graphics, and require meso-structure to be 
modelled. The nature of the meso-scale geometry – small depth disparities 
over a planar surface – allow other image-based techniques to estimate geo-
metric detail from a single view point, recovering depth per pixel without the 
holes that usually appear in multi-view stereo and laser scanning. In this sec-
tion we review the ideas behind photometric-stereo and Shape-from-shading.

Photometric stereo [24] recovers surface orientation from a single view by 
changing the lighting direction. Assuming a surface whose reflectance does 
not depend on the view point, i.e. reflects the same amount of light in every 
direction, and knowing the lighting directions with respect to the camera, 
three images are sufficient to recover surface normal direction and reflec-
tance. A simplification of this method presented by Ward and Glencross 
[27], which is an especially flexible capture system, using a three flash rig.

Shape-from-shading solutions aim to acquire 3D depth information from 
a single image. This technique infers surface orientation under a single 
known lighting configuration, normally a unique light source at infinity. 
They also assume a Lambertian surface of uniform albedo equal to 1. A large 
body of literature on the topic of shape-from-shading exists, and we refer to 
published surveys for a review of existing methods [6, 26].

Our approach to recover meso-scale geometry is a combination of photo-
metric-stereo and shape-from-shading [12]. This technique requires captur-

* http://meshlab.sourceforge.net.
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ing a photograph of opaque surfaces under natural diffuse lighting (ambient 
image), ideally on a cloudy day thus avoiding hard shadows, and another 
one firing a flash (flash image). Using these two images we reconstruct a 
3D model of the surface and including geometry and diffuse reflectance for 
a small sample of our textures.

4. Recovering Visual Appearance for Outdoor Scenes

When light is incident on a surface, it is reflected back following a spectral 
distribution and a directional distribution that determine colour and inten-
sity respectively. The spectral distribution is often denoted texture, and is 
usually limited to three wavelengths: red, green and blue (RGB). The direc-
tional distribution defines the amount of light reflected in every direction 
for every incoming direction. When this directional distribution is constant 
for every direction the material is denoted diffuse. Diffuse materials like 
matte plastic, are also called Lambertian and their reflectance, called albedo, 
denotes the reflective ratio. Extensive research has been carried out to meas-
ure accurate reflectance properties from images which is denoted the inverse 
reflectometry problem. In the general case, this requires sampling surface re-
flectance in every direction, for every incoming lighting direction at every 
point, which requires knowledge of the surface geometry, specifically surface 
normal orientation, and lighting conditions, together with a large number of 
images. Large scenes present a level of complexity difficult to approach with 
traditional inverse reflectometry techniques. Natural lighting is complex and 
coloured, varies with time and is uncontrollable. Multiple materials may be 
present and models may have complex geometry.

Two very interesting works managed to recover non-Lambertian reflec-
tance for complex outdoor scenes. Debevec et al. [3] presents a full digiti-
sation of the Parthenon using images and a laser-scanned model. They 
designed a  measuring device for natural lighting and a portable device to 
recover reflectance of representative surfaces. Then, they matched these 
models to photographs of the façade. The results of this process are impres-
sively realistic. However, recovering reflectance properties this way for large 
outdoor scenes is very complex, requiring a set of different views of the 
scene registered to a complete geometrical model and measurements of the 
lighting conditions for every view. For that reason, further assumptions and 
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more automatic processes are necessary to make this process tractable for 
non expert users.

4.1. Appearance Modelling Based on Exemplars

High resolution texture geometry is important for plausible relighting and 
view point change, and can be acquired by using controlled lighting, even un-
der natural conditions. These techniques, however, are limited to the power 
of portable light sources such as flashes, whose effect is limited to 1 to 2 
meters. This limits the recovery of detailed geometry to accessible small ar-
eas. The same restriction applies to reflectance recovery. Without artificial 
lighting or special equipment to measure natural lighting, the problem of 
recovering reflectance, even in its simpler diffuse representation, is ill-posed. 
Therefore, we are again restricted to partial, attainable samples where we can 
use artificial lighting.

Here, we explore a mixed approach that uses multi-view stereo for recov-
ering gross-scale geometry and an exemplar based transfer system to add 
meso-scale geometry and reflectance to the model. Using the system de-
scribed in section 3.2, we recover a medium resolution model of the scene. 
We then recover a unified texture map for this model from the multi-view 
imagery available using a novel technique. We capture meso-scale geometry 
and reflectance of relatively small samples of representative materials pre-
sent in the scene using a simple photometric approach [12] that only re-
quires two images of a fronto parallel view to recover depth and albedo.

After identifying regions of these materials in the global texture map 
and associating them to the exemplars, we are able to transfer albedo and 
geometric detail to the gross-scale model. This transfer process is based on 
image processing techniques that take into account the statistics about the 
material in both colour and geometry and match these to the texture recov-
ered for the whole building. The resulting information is an approximation, 
but is consistent with the data captured and produces very plausible results, 
improving the quality of the models and their level of realism.

The complete process produces a model comparable, in level of detail, to 
those recovered with laser scanners, with modest user interaction, easy data 
capture process, and without the necessity of expensive equipment. Some 
final results of the exterior and interior of the castle in figure 5 are presented 
in the next section.
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Fig. 5. (a) At the top, the images used for multi-view stereo reconstruction. At the 
bottom, exemplar materials captured with the method from [12] (b) Gross-scale 
geometry resulting from the process described in section 3.

a)

b)
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5. Results

The final models acquired with our method contain a high level of detail in 
the recovered geometry, and approximate albedo, providing rich appearance 
under novel lighting conditions. Our method is able to capture interesting 
surface features, like the relief in the façades in Figure 6, that would be la-
bour intensive to generate manually. The complete process took around one 
day of work including capture and processing, the segmentation process be-
ing the most time consuming. Most of the processes involved in the recon-
struction are automatic, and do not required specialized equipment or train-
ing. This is therefore a promising way of producing high quality models for 
many application such as games, visualization, or cultural heritage.

a)
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Fig. 6. Clifford's Tower Model reconstructed with our system, including exterior and 
interior façades, and rendered under different view-points and lighting conditions. 
We captured 10 different materials for these reconstructions

b)
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6. Conclusion

In this chapter we have reviewed the problems and different approaches to 
3D Reconstruction, with particular focus on large outdoor scenes. We have 
seen that Image Based Reconstruction has a great potential for automatic 
reconstruction. We have presented two simple improvements to our mul-
ti-view stereo pipeline, allowing the combination of several partial recon-
structions and using uncertainty on the reconstructed data to filter noisy 
points. We presented the resolution limitations of current multi-view stereo 
systems, which typically are unable to capture enough surface detail to re-
produce self-shadowing effects when relighting. Similarly, we discussed the 
difficulties involved in capturing reflectance properties for large models un-
der natural illumination. Finally, we have over-viewed our solution to this 
problems using a hybrid method that emphasizes simple data capture, and 
automatic processing, providing high-resolution geometric models as well as 
an plausible aproximation for reflectance.
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